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Abstract— Person recognition is a critical task in computer 

vision. This study suggests person recognition based on skeletal 

keypoints extracted from pose estimation models. Using 

MoveNet, it is explored how effectively a system can identify 

people by comparing their normalized body proportions. 

Experiments with a dataset of ten participants reveal that 

recognition accuracy is highest when the candidate pool is small 

and individuals possess distinct body types reaching 97%. An 

increase in accuracy is also achieved as body proportions deviate 

from the group average, suggesting that skeletal uniqueness 

provides differentiation. These results highlight the potential of 

pose-based biometric identification, particularly in scenarios 

where facial data is unavailable or unreliable. 
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I. INTRODUCTION 

Person recognition is a key area in computer vision 
focused on identifying or verifying individuals using 
biometric traits such as facial features, gait, and voice. With 
the advancement of deep learning, especially convolutional 
neural networks (CNNs) and vision transformers, person 
recognition systems have seen substantial improvements in 
accuracy and scalability [1], [2]. These systems are now 
widely used across various domains, including security 
surveillance, access control, healthcare monitoring, and 
personalized retail experiences. Modern frameworks leverage 
large annotated datasets and powerful neural architectures to 
extract discriminative features that enable precise recognition, 
even in real-time applications [3]. 

Despite these advancements, traditional person 
recognition methods face significant challenges in practical 
scenarios. Face occlusion—caused by masks, hats, or 
objects—can obscure key facial features and degrade 
recognition performance. Varying lighting conditions further 
complicate reliable feature extraction, especially in 
uncontrolled environments [4]. Additionally, privacy 
concerns have become more prominent with the proliferation 
of facial recognition systems, leading to regulatory scrutiny 
and ethical debates around surveillance and consent [5]. These 
issues highlight the need for more resilient and privacy-
preserving recognition alternatives, prompting a shift toward 
techniques like pose-based recognition. 

One promising solution is MoveNet, a fast and lightweight 
human pose estimation model developed by Google. Unlike 
face-based methods, MoveNet focuses on detecting 17 key 
body landmarks, allowing recognition based on skeletal 

structure and movement [6]. This makes it effective even 
when faces are obscured or environmental conditions are 
suboptimal. MoveNet is optimized for real-time performance 
on edge devices, making it ideal for applications in fitness 
tracking, human-computer interaction, and surveillance 
systems where privacy is a concern [6], [7]. Its robustness to 
occlusion and non-reliance on facial features offer clear 
advantages over traditional approaches, especially in post-
pandemic contexts where face coverings are common. 

In this paper, the authors aim to design a real-time multi-
person pose estimation model, which detects and tracks 
efficiently skeletal keypoints of multiple people 
simultaneously. MoveNet was used for keypoints recognition. 
In order to ensure the accuracy and generalizability of the 
results, twenty individuals with varying body types 
participated in the study. This diversity among participants 
allowed for a more comprehensive evaluation and minimized 
potential biases related to body shape or size. 

 The rest of this paper is organized as follows: In Section 
2 there is a review of the literature. In Section 3, the 
methodology is presented. In Section 4, we discuss the 
findings and the future work challenges. Finally, Section 5 
concludes the paper. 

II. LITERATURE REVIEW 

Person recognition involves identifying or verifying 
individuals based on unique physiological or behavioral 
characteristics. Common approaches include face recognition, 
which analyzes facial features using deep learning techniques 
such as convolutional neural networks (CNNs) [1]; gait 
analysis, which identifies individuals based on walking 
patterns [8]; and pose-based recognition, which utilizes 
skeletal structures and body postures [9]. While face 
recognition is the most widely adopted due to its high 
accuracy and integration into consumer devices, it often fails 
under occlusion or varying illumination. Gait and pose-based 
methods offer non-intrusive and robust alternatives, 
particularly useful in surveillance scenarios where facial data 
may be unavailable or distorted. 

Several models have been developed for human pose 
estimation, a key component of pose-based person 
recognition. OpenPose was one of the first multi-person pose 
estimators, capable of detecting body keypoints using part 
affinity fields, though it is computationally intensive [10]. 
PoseNet introduced a lightweight alternative suitable for 
mobile environments but sacrifices accuracy for speed [11]. 



HRNet (High-Resolution Net) maintains high-resolution 
representations throughout the network, delivering state-of-
the-art accuracy but with significant computational cost [12]. 
In contrast, MoveNet, developed by Google, strikes a balance 
between accuracy and speed. It offers real-time, high-fidelity 
keypoint detection while being optimized for edge devices 
[13]. Compared to its predecessors, MoveNet is more efficient 
and robust, particularly in dynamic or resource-constrained 
settings. 

Applications of person recognition span a wide range of 
domains. In security and smart surveillance, pose-based 
methods allow for non-cooperative identification of 
individuals in crowds or when faces are obscured [9], [14]. In 
sports analytics, these models assist in performance evaluation 
by tracking athletes' movements in real time. In healthcare, 
especially rehabilitation and elderly care, pose tracking helps 
monitor physical activity and detect abnormal movements 
[15]. Smart environments, such as intelligent homes or 
workplaces, use person recognition to personalize experiences 
and enhance safety. As pose-based recognition does not rely 
on facial data, it is increasingly being adopted in privacy-
sensitive contexts. 

However, pose-based person recognition still faces several 
challenges. Variability in human posture, partial occlusions, 
camera angles, and complex backgrounds can reduce model 
accuracy [16]. Additionally, most pose estimation datasets 
lack diversity in body types, clothing, and real-world 
movement variations, leading to generalization issues. 
Temporal inconsistency in frame-by-frame estimation also 
affects reliability in video streams. These limitations impact 
the robustness of pose-based recognition systems in 
uncontrolled environments. 

Research gaps imply the need for more efficient, 
lightweight models that maintain high accuracy in real-time 
settings and diverse environments. Furthermore, there is 
limited exploration of multimodal fusion between pose and 
other biometric cues like gait or voice. MoveNet addresses 
several of these gaps with its high-speed, on-device 
performance and robust keypoint tracking under partial 
occlusion and fast motion [13]. Its integration capability with 
TensorFlow Lite also supports deployment in low-power, 
real-time applications, making it a practical solution for 
expanding the applicability of pose-based recognition beyond 
lab settings and into real-world systems. 

III. METHODOLOGY 

In this section, the high-level architecture of the proposed 
system is described (Fig.1), as well as the required equipment 
and the data acquisition process that was followed to create 
the dataset.  

Our main objective is to design a real-time multi-person 
pose estimation model, which detects and tracks efficiently 
skeletal keypoints of multiple people simultaneously, by 
leveraging a lightweight and computationally efficient design, 
capture measure and store it in a json file (dataset). That, in 
the future people will be passing in front of a camera, letting 
us know if those people are recognized (in our database) or 
not. Here, is where MoveNet MultiPose algorithm comes, 
which is an advanced deep learning model designed for real-
time multi-person pose estimation. This algorithm is built 
upon a highly optimized convolutional neural network (CNN) 
architecture, which gives him the following features : 

High-Speed Inference: The model is optimized for mobile 
and edge devices, achieving inference speeds of over 30 
frames per second (FPS) on modern hardware. 

Robust Multi-Person Detection: It can accurately identify 
and track multiple persons within a scene, distinguishing 
individual keypoints reliably even in crowded environments. 

16-Keypoint Representation: MoveNet MultiPose 
estimates 16 major human body keypoints, including joints 
such as shoulders, elbows, wrists, hips, knees, and ankles. 

Heatmap-Based Prediction: The model generates 
heatmaps and offset vectors to predict the exact locations of 
keypoints in the image. 

Lightweight and Optimized for Edge Deployment: 
MoveNet MultiPose is designed for real-time applications on 
mobile devices, embedded systems, and low-power 
computing environments.  

  All these characteristics make him ideal for a broad range 
of application, such as Human-Computer Interaction (HCI), 
Sports Analytics and Performance Tracking, Healthcare and 
Rehabilitation, Security and Surveillance, Augmented and 
Virtual Reality (AR/VR) etc. 

 

Fig. 1. High-level architecture 

A. Data collection and feature extraction 

  As it has already been mentioned, the purpose of this 
experiment is to recognize persons through measurements of 
skeletal keypoints. To achieve this, a json (file) is created, 
using a steady camera to  take measurments from all the 
participants. It is apparent, that features like distance, light, 
perspective angle etc. are significant, therefore our model data 
must be captured with the same parameters.  Each person is 
represented by a set of 16 keypoints representing the main 
joints (e.g., shoulders, elbows, knees, and ankles). These 
keypoints are used to generate discriminative features, as Pose 
Embeddings, Distance Metrics and Temporal Consistency. In 
addition, in order to classify individuals based on the extracted 
features, various machine learning approaches can be applied 
such as Neural Networks, Support Vector Machines, etc. 

B. Classification and Identification 

The next step is to classify and identify processes 
performed to distinguish individuals. In our case this involved: 



Feature Vector Encoding where the extracted key points were 
converted into structured vectors for classification. After that 
the extracted pose features were compared with stored profiles 
by using similarity metrics. Finally, Multi-Frame Analysis 
was used to enhance accuracy by aggregating pose 
information across multiple frames to confirm identity 
consistency. 

 

Fig. 2. Real time keypoints identification 

IV. RESULTS AND ANALYSIS 

TABLE I.  CANDIDATES MEASUREMENTS 

 Shoulder 

Width 

Hip Width Leg Length Arm Span 

Average 0.22 0.18 0.48 0.74 

Std. Dev. 0.02 0.01 0.025 0.03 

 
To evaluate the recognition performance of the MoveNet 

pose estimation model, we simulated a scenario where the 
system must identify an individual from a set of 10 pre-
registered participants based on their keypoint data. Each 
participant’s profile includes 17 body keypoints extracted 
from MoveNet. These keypoints were used to calculate 
keypoint proportions (e.g., shoulder width etc) to evaluate 
how the number and type of individuals influence the 
performance. Recognition was performed by comparing a 
new user's live keypoint signature against this database using 
cosine similarity. 

The first set of tests showed high accuracy when the 
database contained only 2 to 3 participants as shown in Fig.3. 
Specifically, when the selected individuals had distinct body 
types (e.g., tall vs. short), the system achieved up to 97% 
identification accuracy. The keypoints formed patterns that 
were easy to differentiate, and classification was consistent 
even across multiple sessions and minor pose changes. 

 

Fig. 3. Recognition accracy vs number of participants 

However, as the number of participants increased to all 10, 
the recognition accuracy dropped sharply to around 65–70% 
on average. This decline was primarily due to increased 
similarity of body types: several participants shared similar 
heights, limb proportions, or shoulder-hip ratios, making their 
keypoint vectors highly overlapping. As a result, the distance 
metric used for matching became unreliable, and the model 
struggled to distinguish between candidates — particularly 
those in average body-type ranges. These findings highlight a 
limitation of keypoint-only recognition using pose estimation 
models. The more people added with similar skeletal 
geometry, the more the model’s performance was decreasing.  

Another set of experiments was conducted in order to find 
the relationship between the recognition accuracy and the 
body proportions. 5 candidates were used in this experiment. 
The results are shown in Fig.4, where there is a modest but 
consistent improvement in recognition accuracy as 
participants deviate further from average body proportions. In 
this scenario, recognition accuracy ranged from 70% for 
individuals with proportions close to the group mean, up to 
82% for those with more unique skeletal structures. This 
shows that distinctive body shapes—such as broader 
shoulders or longer limbs offer clearer spatial patterns for 
MoveNet to differentiate. Although the improvement is not 
dramatic, the data indicate that unique body profiles reduce 
feature overlap, allowing the model to resolve identity with 
greater confidence in multi-user environments. 

 

Fig. 4. Recognition accracy vs number of participants 

V. DISCUSSION 

MoveNet MultiPose represents a significant advancement 
in real-time multi-person pose estimation, offering high-speed 
inference, robust detection, and efficient deployment. By 
leveraging keypoint-based feature extraction, spatial-temporal 
feature engineering, and machine learning techniques, it 
enables accurate person recognition and classification. The 



structured process of data collection, feature extraction, and 
classification ensures a reliable approach to human 
identification across various domains, from security to 
healthcare and interactive applications. The ability to operate 
on edge devices makes it suitable for real-world 
implementations, further expanding its usability in low-
latency environments. Future research can focus on refining 
identity tracking algorithms, improving robustness in 
occluded scenarios, and integrating multi-modal biometric 
recognition for enhanced accuracy. 
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VI. CONCLUSION 

In this paper a system for person recognition using MoveNet 

was proposed. 10 individuals participated in order to collect 

data for the database and test the proposed system. The 

evaluation demonstrated that recognition accuracy depends on 

the number of participants and the diversity of body types. 

While the system performs well when identifying individuals 

with clearly different body types, accuracy significantly 

decreases as the number of participants grows. Results 

showed a relationship between total body proportion deviation 

and recognition performance, emphasizing the model's 

sensitivity to overlap in skeletal structure. To maintain high 

recognition rates, it is crucial to limit the database to a smaller, 

well-distributed set of individuals, or to incorporate additional 

features such as machine learning classification. 
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